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Repeated data access

Statistical queries
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Existing tools compute from scratchStatistics are everywhere! Exploratory workloads are repetitive
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Accelerating exploratory statistical analysis Accelerating machine learning algorithms
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Segment trees store 
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Online

Speculative

Offline
Operate in multiple scenarios

daslab.seas.harvard.edu/queriosity

Data science

Scientific discovery

Machine learning

statistics

Maintain basic aggregates for sub-ranges (chunks)

a basic aggregate
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 basic aggregates

Synthesize statistics from primitives
Use across statistics and ranges

Data Canopy

Avoid redundant 
data access
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One segment tree per basic aggregate per column

MonetDB
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